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1. Summary
Every organization, regardless of size, is challenged to analyze data quickly. Big data, analytics, IoT,
HPC, Machine Learning (ML), and Deep Learning (DL) are examples of technologies and trends in
which data is not only the most important asset but also a resource upon to build. Enterprises need to
gain insights faster to exploit new opportunities and stay ahead of the competition, always ready for
market changes that could hint at the next wave to ride. They must also improve efficiency by
streamlining complex and repetitive processes. Today, big data analytics and even more strategic
machine learning projects can make a big difference between being a leader or a follower. And this is
only the first step, some organizations are already looking at deep learning to solve even more
complex problems, requiring more data and compute resources to make it fully effective.
Technology is not the problem. Big data applications and frameworks are mature while tools for ML,
like TensorFlow for example, have tremendous support from the developer community and are
becoming more powerful, feature-rich, and user-friendly. On the hardware side, fast CPUs,
coprocessors like GPUs, FPGAs, and flash memory are becoming more and more affordable. Highspeed networking, like 100Gb/s Ethernet and Infiniband, moves data quicker than ever.

The real challenge for IT is to build
sustainable infrastructures that can
serve today’s needs and also be
ready for the future. The transition
from big data analytics to ML and DL
can be achieved with more
parallelism and detailed workflows
that can share the same data sets
and compute resources. Even
though better technology is
available now, storage is still the
hardest to get right. Thanks to flash memory and new interfaces we are capable of high performance,
but not all commercial products take full advantage of it. In fact, traditional storage vendors are usually
conservative and slow in adopting new technology.
Modern number-crunching infrastructures (i.e. big data or ML) are all scale-out. They are big, complex,
and ever-evolving. Traditional storage systems simply do not have the right characteristics to cope with
this kind of challenge. At the same time, direct-attached storage (DAS) is fast but inefficient
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, without data services, and complex
to manage at scale. The concern is
not about the total cost of acquisition
(TCA) but should focus on the total
cost of ownership (TCO) and
delivering actionable insights and ML
value yielding a strong return on
investment (ROI).
Critical pain points of
traditional storage approaches to ML
are:
• Lack of efficiency: Traditional
storage arrays are being adapted
not designed around new
technology. NVMe is a vivid
example, with old arrays having
been retrofitted to take
advantage of the new
characteristics available in NVMe
devices. This also makes it harder/impossible to efficiently mix different types of media (e.g. TLC,
QLC, or Intel Optane™) in the same array.
• Mediocre real-world performance: Adaptation brings constraints that limit performance during the
heavy load of many parallel activities. Big data and ML require the best performance in terms of
latency, parallelism, and throughput from the storage layer.
• Insufficient orchestration: In order to manage big compute clusters for big data and Artificial
Intelligence (AI), API-driven automation is key. The array must provide resources quickly (fast
provisioning) without giving up on advanced data services.
This is why data storage remains the hardest part of the infrastructure. We need new, innovative
solutions that are designed as follows:
• Around new technology: Traditional storage system paradigms do not work anymore. New NVMeoF based architectures unlock all the potential of flash memory.
• For scale-out systems, but with enterprise functionalities: Compute nodes in scale-out
architecture usually leverage local storage. On the other hand, a shared storage system that pulls
together the operational efficiencies, data protection, and services with better performance than
local storage, at a reasonable cost, is crucial to boosting overall cluster efficiency and improving
TCO.
• To be flexible and ready for changing needs: They are always ready to answer to new business
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needs and technology improvements; adaptable to evolving workflow and workload needs. Easy to
use and manage, compatible with common orchestrations and configuration solutions (such as
Ansible, Chef, Puppet, Terraform, vCenter, and others) and open standards (such as Redfish,
Swordfish, OpenStack, RESTful API, and others).
Pavilion’s Hyperparallel Flash Array (HFA) looks to respond to these needs. It is the industry’s first HFA
that combines the benefits and performance of DAS NVMe-based flash memory with the flexibility,
availability, and data services of storage area networks. HFA yields a quicker ROI than local storage
and improves TCO when compared to traditional enterprise storage arrays.
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2. Data Storage for the AI Era
The most complex data-centric workflows (see Figure 1) that we have now in the IT industry are all
related to AI/ML.
Figure 1: Workflow

Very briefly, an AI/ML workflow can be summarized as follows:
• Data collection. Data is collected from one or multiple sources into a single repository. Capacity,
scalability, and throughput are the most important metrics, particularly with active data sources and
data that is not historical. The ability to sustain multiple concurrent data streams is key to optimizing
and reducing the time compute nodes have to wait for data to come in.
• Data preparation. The data set is transformed and stripped of anomalies, out-of-range data,
inconsistency, noise, errors, and any other exceptions that could compromise the work. Data is
tagged and indexed, making it searchable and reusable. This section of the workflow is
characterized by a massive throughput in the data extraction phase, followed by a large number of
small read and write operations with plenty of metadata updates, presenting several criticalities
when it comes to the storage system. The ETL (extraction, transformation, load) process is very I/O
intensive and choosing the wrong staging area for these operations can really undercut the final
results.
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• Analysis and model selection. This part of the process is all about finding the right algorithms and
data models for the training phase. The data scientist analyses data to find the training model that
suits it best and repeats this part as many times as necessary on a small subset of the data. The
storage system must be fast to get results quickly, allowing the data scientist to compare several
models before proceeding.
• Neural network training. This is the most compute and storage-intensive part of the entire
workflow. The training data set is passed to the selected algorithms to train the model. GPUs are
heavily involved in the process and, again, high throughputs are mandatory to use this expensive
resource efficiently.
• Production and evaluation. This last part is where the data scientist actually sees the results of the
ML model. Storage is not particularly accessed anymore but the data has to be preserved in case it
is necessary to reassess and improve the model. Data replication, snapshots, and archiving
mechanisms are necessary to move data that is no longer active in secondary storage systems to
long-time retention.
This complex workflow makes several parts (collection, preparation, analysis and model selection,
neural network training, production, and evaluation). Each one shows different characteristics, but it is
really important to note that the amount of data that is collected and processed is necessary to ensure
the quality of the results. This means that the capacity and performance of the storage system are
equally important in keeping these processes sustainable over time.
The capacity of flash memory devices has been steadily growing for several years now. New NVMebased 30TB solid-state drives (SSDs), and form factors that will allow them to get even more density
are around the corner. Capacity and parallelism are critical to bringing data closer to the CPU for fast
processing. In fact, storage capacity is not the only important metric, other aspects of data storage for
ML include:
• Latency: Latency must be low and constant over time, to help avoid tail latency issues that quickly
compromise actual response time at the application level and the efficiency of the entire workflow,
eventually increasing time to results.
• Throughput: In this type of architecture parallelism is another key to success. GPUs are expensive
resources and need to be always kept busy, requiring massive data throughputs.
• Efficiency and data protection: Flash memory is expensive and over-provisioning never pays off,
something that is common with local disks mounted directly into server nodes. At the same time,
failure management of local storage is expensive and time-consuming but of the same importance,
because nobody wants to risk job repetitions that can slow down the entire process.
• Fast provisioning: Quick, automated resource allocation is mandatory. Most of the activities
involved in this type of workflow are of the “rinse-and-repeat” processes. When the same compute
cluster is used for different activities (big data and AI/ML, for example), compute and storage
resources need to be quickly reallocated and associated with different tasks.
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In order to get the benefits of shared and local data storage (but none of the issues), it is necessary to
adopt new technologies and paradigms. NVMe-oF is the enabler that provides the simplicity and
performance of local storage, without compromising the resiliency and efficiency characteristics of
enterprise shared systems, but many vendors do not provide end-to-end NVMe yet. New architecture
designs and innovative procurement models are necessary to take full advantage of NVMe-oF, making
the entire infrastructure stack more composable, adaptable, and reusable.
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3. About the Pavilion Hyperparallel Flash Array
The Pavilion HFA is an innovative, no-compromise storage system that has been designed to deliver:
• Top-notch performance and density: Thanks to its innovative architectural design that packs 20
redundant controllers and 40 40/100Gbps Ethernet/InfiniBand ports in a compact 4RU chassis,
capable of delivering up to 20M IOPS, 40 µs latency, and 90GB/s bandwidth.
• Proven flexibility: Extremely configurable, supporting up to 72 NVMe SSDs of different sizes and
types (such as TLC and Intel Optane™) that can be used in the same HFA.
• Great manageability and serviceability: Each single array component can be serviced, updated, or
expanded without service disruption; while sophisticated RAID protection, data corruption
protection, and thin provisioning maximize availability and efficiency.
The characteristics of the Pavilion HFA make it suitable for scale-out clusters of any size. Compute
nodes do not require local storage to access multiple tiers of storage, which appears local to them,
helping to create denser and more sustainable infrastructures. It is ideal for supporting different
workloads on the same cluster, making quick provisioning and cluster reconfigurability a reality.
These features simplify the scale-out infrastructure by disaggregating compute from storage, making
the infrastructure composable while improving performance and overall efficiency. Management
complexity and rigidity of local storage is removed while keeping its benefits.
The Pavilion HFA also helps to reduce TCO thanks to OpenChoice Storage™. It separates the cost of
support, maintenance, and software upgrades from storage capacity, avoiding vendor lock-in and the
hidden cost of storage expansion.
Pavilion HFA helps IT respond to any new business needs quickly, without having to rethink
infrastructure strategy. This is of particular importance when large infrastructures are involved, like in
the case of big data analytics or AI/ML.
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4. Takeaways
New workflows introduced by the latest big data analytics techniques, and lately AI/ML, needs much
more infrastructure flexibility than in the past. Traditional solutions are not fast enough and they lack
the required flexibility, manageability, and efficiency to make a dent on TCO.
Big data analytics, HPC, and AI/ML are becoming common in every organization. In most cases, these
organizations need to find a solution that allows them to serve several types of workloads concurrently.
To change and reconfigure quickly to follow the business needs, use resources to their full potential to
maximize infrastructure efficiency, and have the freedom to allocate resources where, how, and when
they are needed immediately!
NVMe and NVMe-oF are the answer, but they need to be implemented the right way, otherwise, the
benefit is limited and money wasted. Performance is not the only metric, enterprises and organizations
should always look at storage systems that minimize vendor lock-in, lets them respond efficiently and
quickly to any new request (regardless of how demanding it is), and reduces infrastructure costs.
The Pavilion HFA represents a new breed of solution that bridges the gap between high performance
and flexibility. It allows organizations to do more with less, to do it better, and do it quicker with a series
of characteristics that are fundamental for next-generation architectures aimed at serving big data and
AI/ML workloads.
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5. About Enrico Signoretti
Enrico has 25+ years of industry experience in technical
product strategy and management roles. He has advised
mid-market and large enterprises across numerous industries
and software companies ranging from small ISVs to large
providers.
Enrico is an internationally renowned visionary author,
blogger, and speaker on the topic of data storage. He has
tracked the changes in the storage industry as a Gigaom
Research Analyst, Independent Analyst and contributor to the
Register.
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6. About GigaOm
GigaOm provides technical, operational, and business advice for IT’s strategic digital enterprise and
business initiatives. Enterprise business leaders, CIOs, and technology organizations partner with
GigaOm for practical, actionable, strategic, and visionary advice for modernizing and transforming their
business. GigaOm’s advice empowers enterprises to successfully compete in an increasingly
complicated business atmosphere that requires a solid understanding of constantly changing customer
demands.
GigaOm works directly with enterprises both inside and outside of the IT organization to apply proven
research and methodologies designed to avoid pitfalls and roadblocks while balancing risk and
innovation. Research methodologies include but are not limited to adoption and benchmarking
surveys, use cases, interviews, ROI/TCO, market landscapes, strategic trends, and technical
benchmarks. Our analysts possess 20+ years of experience advising a spectrum of clients from early
adopters to mainstream enterprises.
GigaOm’s perspective is that of the unbiased enterprise practitioner. Through this perspective, GigaOm
connects with engaged and loyal subscribers on a deep and meaningful level.
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