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Solving the Challenge of Growing Datasets 
with Splunk 
Efficiently store, manage, and access any size dataset while 
enabling real time analysis to derive better insights
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Introduction

It is fairly common to hear that the IoT revolution has resulted in the creation of massive volumes of data. This is certainly true and 
the reality is that we are only at the beginning of this trend. Next generation technologies have started to unleash an avalanche of 
data creation that will dwarf what we have seen in the past.

Sensor data, machine logs, drone images, autonomous vehicles, websites, smart devices, and all of the other machines that are 
increasingly part of our daily lives are generating unprecedented volumes of data. All of that data has to go somewhere so that 
it can be managed, analyzed, and turned into actionable information. As the number of these devices continues to grow, the 
challenge of efficiently turning growing volumes of machine created data into something that is human comprehensible and 
enabling people to make decisions and act upon that information will only get worse. This is where Splunk comes in.

Splunk

With Splunk, machine data is ingested in real time from multiple points of creation and stored on an indexer. The indexer parses, 
indexes, and stores that data on disk. In the parsing stage, data is converted into data points, such as where it was created, 
the order in which it occurred, etc. For example, if the data created was from an online purchase, the data could be parsed 
into the location of the transaction, the dollar amount, the type of device used for the transaction, and more depending on the 
informational needs of the organization. During the parsing phase, relevant items are converted into events while non-relevant 
items are discarded. The data is then indexed, based upon predetermined criteria, such as geography, time of purchase, 
coupons/offers redeemed, etc. 

Once data is indexed, Splunk provides organizations with the ability to search, analyze, and visualize that data. The challenge is 
that the sheer magnitude of data that is being created has made storing and accessing it in an efficient and cost-effective manner 
incredibly difficult. 

Splunk has always leveraged large data sets.  Early implementations used server nodes as indexers with direct attached storage to 
deliver high performance I/O. The use of local storage provided high performance, low latency access to the data, which is key to 
enabling efficient data analysis. 

As data volumes grew and organizations had to scale their storage, they were required to add full nodes to their environment 
simply to increase capacity. This proved to be a complex, costly, and inefficient model for data storage. 

Adding resources to a converged, scale-out system requires that full nodes be added to the environment. Each added node 
increases storage capacity, as well as compute resources. In addition to requiring the purchase of unneeded CPU and memory, 
this also increases software licensing fees, management costs, and all of the networking, floor space, power and cooling and 
other associated data center charges. Compounding the issue is that data protection schemes, such as erasure coding, which 
require that redundant copies of the data be stored locally, which decreases the total usable capacity. 

Further adding to the problem is that the software used to manage these scale-out systems consumes the resources of the whole 
system. Every system added will utilize some additional amount of the total resources of the entire deployment. Each incremental 
node results in some degree of diminishing returns to the performance of the overall system.

Splunk SmartStore 

Recognizing that the legacy distributed model of storing data on each compute node was too costly and impractical to handle 
growing data volumes, Splunk created SmartStore.

SmartStore provides a Splunk indexer with the ability to search both remote object stores and local storage. This enables Splunk 
indexers to store hot data locally while taking advantage of cloud object storage for warm buckets. 

With SmartStore, hot data is always stored on local storage, while cold data is placed in a low cost, S3 compliant bucket. Warm 
data is also copied to the S3 bucket and becomes the master copy of that data. In addition to being stored in the S3 bucket, a 
copy of the warm data that is frequently accessed is also stored locally to speed up searches of that data. 

This solution enables high speed access to data for performant searches and a low cost storage option for cold data. 
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The theory was that by moving cold and infrequently accessed warm data to a cloud tier, hot data and recently used data would 
have enough storage on the indexer nodes. While philosophically correct, in practical application this only pushed the problem 
out to today.

With the rate at which data is currently being created, local storage no longer has sufficient capacity to index and store both hot 
and warm data. As a result, hot data is taking up a steadily increasing amount of capacity and frequently accessed warm data is 
being phased out of local disk and stored in remote S3 buckets. When that warm data is needed for a search, it is read from that 
remote bucket back into the indexers. This can have serious implications for both cost and performance. 

First is the issue of cost. Storing warm data on the public cloud has exposed one of the key drawbacks of cloud storage, which is 
the cost of retrieving that data. The public cloud is an extremely cost effective solution for storing cold data, as writing data to the 
cloud is very affordable. Conversely, reading that data back from the cloud can be shockingly expensive. 

The other challenge is performance. If data needs to be read from a remote object store, then the inherent latency of off-premise 
storage can have a material impact on the performance of the search being performed. This is a significant enough performance 
impact that Splunk actually recommends against using SmartStore in environments where searches are often done against remote 
datasets. 

“If you have frequent need to run rare searches, SmartStore might not be appropriate for your purposes, as rare searches can 
require the indexer to copy large amounts of data from remote to local storage, causing a performance impact. This is particularly 
the case with searches that cover long timespans.“ 

https://docs.splunk.com/Documentation/Splunk/8.2.0/Indexer/AboutSmartStore

Further, there are inherent manageability challenges associated with properly sizing hot, warm, and cold data repositories in an 
ever changing environment. 
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From the perspective of managing the data, SmartStore temporarily solved the problem of there being too much data to keep 
locally by migrating cold and warm data to the cloud. The problem is that it did not solve the underlying issue, which is that 
using software to scale out storage as part of a compute node is inherently inefficient and cannot efficiently meet the needs of 
organizations that need to manage rapidly growing datasets. 

The solution needed is one that can provide an efficient and performant tier of shared storage for hot and warm data, which can 
be scaled independent of compute, while still providing the high speed, low latency access of direct attached storage, and the 
ability to tier to a local, performant S3 object store. 

Getting it Write the first time

In addition to the features listed above, the solution must also deliver high speed write performance to efficiently ingest the 
growing volumes of machine data. This is a particular challenge as storage solutions have historically been designed to provide 
high read performance. Write speeds typically lag far behind. 

Given that the root cause of these challenges is that too much data is being created to be stored easily, it should not come as 
a surprise that the need to ingest those large volumes of data is the first hurdle to overcome. Yet this may remain the largest 
challenge of all, as traditional data storage platforms were never built for high speed writes. 

Traditional data storage arrays have always been designed to deliver fast read access. Storage array architecture has been based 
upon a clustered server model where there are dual controllers, each essentially a stand-alone server with a processor and 
memory, which are then clustered together. This server cluster then runs software to provide storage services. 

As with any device, there is a limit to the performance that each of these server clusters can provide. The use of NVMe SSDs in 
storage arrays, which can read and write data with high performance, has exposed the legacy, dual controller design to be the 
ultimate bottleneck in any array. 

Typically, array vendors mask this limitation in the same way they always have, which is by building an internal tier of high speed 
cache using DRAM and/or SCM. Naturally, the cost of this expensive technology drives up the price of the array. What it does not 
do, is solve the write performance problem. 

Adding this expensive cache artificially accelerates read performance, but it does little for writes. When vendors perform the 
performance testing that they get their hero numbers from, i.e., the numbers they want to put on their marketing materials, they 
get those results from the read cache. Sequential data is stored in the cache and read from DRAM, giving very high performance 
numbers. These are the numbers that are typically posted by vendors to demonstrate their performance. The problem is they are 
not necessarily reflective of what their customers will experience in practical application. 

Read ahead caching algorithms can deliver excellent performance when performing sequential reads, however they can do 
nothing for random reads. The caching tier can also be used for write-back cache, which also can deliver good performance, at 
least until the cache gets full. Then the cache will have to be flushed, exposing the limitations of the dual controller design. 

The other factor impacting write performance is the method by which redundancy is utilized to provide data protection. Storage 
arrays typically use some form of RAID or erasure coding to provide for a level of data protection. Each of these adds some degree 
of overhead, impacting write performance. 

These limitations are why most storage vendors don’t typically publish their write performance. Simply put, demonstrable write 
performance numbers are typically a small fraction of reads, often less than 20%. This is why most vendors simply don’t publish 
them. 

The Solution

Any solution that seeks to solve the multifaceted challenges created by the exploding rate of data creation and the need to 
analyze that data in real time needs to offer a number of features. These include the ability to perform high speed data ingest, 
extreme read performance with ultra-low latency, unlimited, linear scale-up and scale-out, and the ability to tier data to the cloud 
for long-term archive. 

The only real long term solution is to utilize performant, easily scalable, shared storage for the local datastore. The Pavilion 
HyperParallel Data Platform™ uniquely meets the needs of Splunk in multiple ways.
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The Pavilion HyperParallel Data Platform can be used with Splunk SmartStore as performant storage for hot and warm data. That 
data can be in any combination of block or file data and shared across any number of Indexers. The Pavilion HyperParallel Data 
Platform can also be used as an S3 target for warm and cold data. The S3 data can be on either the same Pavilion system as the 
hot and warm data or on a separate system, depending on the needs of the organization and the size of the dataset. Since the 
data is on a local Pavilion system, the data is always available for high speed access, while avoiding the extreme cost of reading 
data back from the cloud. FInally, since the data is stored in native S3 format, it can easily be written to a remote S3 object store 
for long term archive. 

An Unparalleled Design Yields an Unrivaled Solution

The key to Pavilion’s unmatched solution is the unique design of the Pavilion HyperParallel Data Platform. The Pavilion solution 
is based upon a switch-based design, which is fundamentally different from traditional storage arrays and is able to deliver 
a combination of extreme high performance, ultra-low latency, linear scalability, and flexibility to support a wide range of 
environments that cannot be found anywhere else. 

The Pavilion HyperParallel Data Platform consists of the revolutionary Pavilion HyperParallel Flash Array™ and leverages a switch-
based architecture to support up to 20 independent controllers, over 2PB of NVMe flash storage, and up to 40 100Gb ports in 
each 4RU system. The platform is powered by Pavilion HyperOS™ 3, which delivers the ability to support block, file, and object 
data, simultaneously with high performance, linear scale-out, and a broad range of enterprise class data protection, integrity, 
availability, and security features. 
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Traditional storage arrays are built upon a legacy, dual controller design where each controller is essentially an individual server 
and the two are clustered together. Storage software then runs on this server cluster to provide services. This typically limits each 
storage array to the maximum performance of one controller, as one provides redundancy in the event of a failure of the other.

By eliminating the inherent bottleneck of this design, Pavilion is able to deliver customers previously unimagined results, 
empowering them to get real time insights from more data than they ever thought possible, to train AI models in a fraction of the 
time they could previously, and to more than double the number of applications they can run in their existing environment, while 
cutting costs in half, and much more. 

The Pavilion HyperParallel Data Platform has changed what is possible. 

High Speed Data Ingest

The Pavilion HyperParallel Data Platform takes advantage of multiple independent controllers to deliver unimagined write 
performance in a compact footprint, giving customers the ability to ingest more data, from more devices than would otherwise be 
possible. Ultimately, this empowers organizations to collect more real time data which can be processed and analyzed to derive 
better insights. 

Without the ability to ingest data quickly, organizations will have to sample data, which effectively means they will have to 
choose which data to keep and which to lose. This opens them up to the possibility of losing key insights. This will directly result 
in AI models not being as effective, in researchers failing to make key discoveries, in law enforcement missing a threat, and 
organizations missing an opportunity. 

Leveraging the power of multiple controllers to dramatically accelerate data writes, the Pavilion HyperParallel Data Platform can 
ingest data at the rate of up to 90GB/s for block data and up to 56GB/s for files. This is dramatically greater write performance 
than can be achieved with legacy dual controller arrays, which typically have write performance that is 20% or less than that of 
reads.

By delivering unrivaled high write performance, the Pavilion HyperParallel Data Platform enables customers to get the most value 
from all of their data.

Extreme Read Performance

Modern, big data workloads, such as Splunk, have been revolutionized by GPU based computing. These advanced computing 
systems have enabled organizations to process data in parallel, enabling orders of magnitude improvements in the speed of data 
analysis, AI model training, and more.

Key to getting the most out of these systems is a storage solution that can provide high throughput. To this end, NVIDIA CTO, 
Michael Kagan, has been quoted as saying that, “High Performance Computing Requires High Performance IO”. He said this at 
SuperComputing 20 in recognition that as GPUs removed the bottleneck for compute, they effectively moved the bottleneck 
to the storage systems. Eliminating that bottleneck is the key to unlocking the potential of these high performance compute 
environments. 

With up to 20 independent controllers per system, the Pavilion HyperParallel Data Platform delivers massive performance 
in a compact solution. Capable of throughput of up to 120GB/s for block and 90GB/s for files, Pavilion delivers unrivaled 
performance, enabling customers to get the most out of their compute investments. 

Ultra-low Latency

Traditional Splunk implementations use internal, direct-attached drives to deliver high performance, low latency data access. 
While performant, this model limits the size of the dataset that can be used for real time analysis. Simply put, if the dataset is larger 
that the internal storage capacity, then the data cannot be analyzed efficiently. This is known as the larger than memory challenge.

Real time data analysis is dependent on low latency data access. As datasets become too large for internal drives to store, 
organizations are forced to do data analysis on incomplete information. Legacy scale-out systems provide the needed capacity, 
but cannot do so with the required performance. 

The Pavilion HyperParallel Data Platform solves this problem with NVMe-RoCE. This technology takes advantage of NVMe-oF and 
RDMA to provide ultra-low latency data access, so customers can perform real time data analysis on any size dataset. This is the 
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solution to the larger than memory problem. 

Pavilion delivers read latency as low as 100µs and write latency as low as 25µs, measured at the host. Other storage solutions 
measure latency within the system, meaning it is a measure of the elapsed time from when the storage unit receives the IO request 
to when the IO request leaves the device. It is simply a measure of latency within the box, and is typically between 500µs and 
1ms. Pavilion latency measurements include within the box, across the fabric, and until the IO request is fulfilled in system memory. 
Pavilion does more than deliver order of magnitude latency improvements, Pavilion delivers those improvements over a longer 
distance. 

The Pavilion solution delivers the scalability and manageability of networked storage, with the performance of internal NVMe 
SSDs. 

Linear Scale Up and Scale Out

One of the biggest challenges around Splunk is managing the growing volumes of data. To meet this growing need storage 
needs to scale in capacity and in performance. The Pavilion HyperParallel Data Platform scales capacity and performance linearly. 

With Pavilion, organizations can start with as few as four controllers and 18 drives. They can then scale up either capacity, by 
adding drives, or performance, by increasing the number of controllers, or both up to the maximum of 20 controllers and 72 
drives in a single system.

When more performance or capacity is needed, Pavilion can scale-out block, file, and/or object data across multiple systems, 
and in any combination, to support any environment. When customers scale-out with Pavilion, thanks to the unique switch-based 
architecture, there is no loss of performance with additional systems. 

With traditional scale-out systems, there is a significant performance drop in the entire storage solution with each incremental 
array added. It typically does not take long for these diminishing returns to do more harm than good. No so with Pavilion. Each 
incremental system brings the full power of each additional HyperParallel Flash Array, so gains are always linear. If one Pavilion 
system can deliver up to 120GB/s and 2PB of capacity, then two systems can provide up to 240GB/s and 4PB, and ten give up to 
1200GB/s and 20PB, and so on. 

Tiering

Splunk SmartStore operates by caching hot and warm data locally and then tiering warm and cold data to an S3 object store. The 
frequently accessed warm data is only cached on the local tier for analysus. The warm data stored on the S3 bucket is the copy of 
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record. 

For organizations that have a large volume of cold data, using a public cloud provider for S3 storage can be a good option. 
Organizations that perform a high number of rare searches, that will perform searches on data that cover long time spans, or that 
simply want to use a private or hybrid cloud model should consider a storage solution that supports both on-premise S3 storage 
and tiering to a remote S3 bucket. 

The Pavilion HyperParallel Data Platform gives customers choice and control to get high performance local object storage for 
private and hybrid cloud deployments, the option to seamlessly tier to lower cost solutions, and compatibility with remote S3 
instances. 

Pavilion customers greatly simplify their environment and reduce management with the only solution that provides both scalable, 
high performance storage for hot and warm data, as well as fast object storage for warm and cold data. The Pavilion HyperParallel 
Data Platform delivers unbelievable S3 read performance of up to 80GB/s in a single 4RU system.

Conclusion

Splunk enables their customers to derive greater value from their data, revolutionizing what is possible. Key to continued success 
with Splunk is the ability to store, manage, and access growing volumes of data efficiently, affordably, and at scale. 

This requires a storage solution that delivers maximum performance, ultra-low latency, linear scalability, and flexibility in how data 
is stored, accessed, and managed. Only the Pavilion HyperParallel Data Platform gives customers industry leading performance 
for block, file, and object storage simultaneously, in a compact 4RU solution that scales to support any dataset. 

To learn more about how the Pavilion HyperParallel Data Platform can unlock the potential of Splunk for your organization, visit 
Pavilion.io


