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Overview

Artificial Intelligence is changing everything about the world. In this 

new, data-centric era, AI has redefined how organizations use data 

to make decisions. As a result, every major organization either has AI 

initiatives underway or is considering starting them. 

Key to any successful AI deployment is the underlying infrastructure 

that supports it. Unfortunately, far too many organizations have seen 

AI programs fail because they invested in the AI software without 

considering the underlying infrastructure it runs on. A successful AI 

program requires a solid foundation. 

This ebook will look at some of the key infrastructure components that 

you should consider before starting any AI project. These factors could 

mean the difference between an AI project that stalls and one that 

drives your organization, and your career, into the future. 
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Low Latency IO

AI workflows have been revolutionized by GPU-based platforms. 

These systems take advantage of GPUs, which can have hundreds or 

even thousands of cores, compared to a traditional CPU, which may 

only have 64 or less. Workloads are split into multiple tasks, which 

are performed in parallel by all of these cores, dramatically reducing 

AI model training and inference times. 

Keeping those cores full requires ultra low latency IO.  

Your AI models cannot train if they are waiting for data.
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Extreme Ingest Performance

AI model training requires massive amounts of data. This data is 

constantly being created from a wide variety of sources. As the data 

is created it must be ingested by a storage platform that can write 

data at the speed of data creation. If the storage platform cannot 

write data fast enough, some of the data will either be lost or more 

arrays will need to be deployed, increasing cost and complexity.

Your AI models cannot train on data that 

cannot be collected.
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Massive IO

At Supercomputing20, NVIDIA CTO Michael Kagan said, “High 

performance computers requires high performance IO”. He said 

this because GPU based computing has revolutionized what can be 

done with AI, HPC, and other applications. These applications are 

all IO intensive, requiring massive amounts of data to be ingested, 

processed, and then moved to long term storage and legacy storage 

designs cannot meet the needs of these applications going forward. 

If your compute systems cannot move data in and out fast 

enough, your GPUs will sit idle, wasting valuable resources.
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Support for Multiple Data Types

Data takes many forms. When created by sensors, device 

logs, surveillance cameras, and IoT, it can be block or file data, 

depending on the source. When written to an S3 bucket, as 

part of a public, private, or hybrid cloud, it will be stored as an 

object. Many solutions support different data types, but support 

does not equal performance. Each of these data types will require 

high performance or your workflows will stall.

You need to support all data types, with high performance.
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Performant, Scalable Storage

While the storage in your system may be sufficient contain the 

data you need to analyze on what happened in the last week, 

what if you need to analyze data from the last month? Or last 

year? Internal storage delivers the needed performance, but 

cannot scale beyond the box. External storage provides scale, 

yet fails to meet performance requirements. This is known as the 

Bigger Than Memory Challenge.

You need a solution with the performance of DAS 

and the flexibility of fabric attached.
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The Pavilion HyperParallel  
Data Platform
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Ultra Low Latency

The Pavilion HyperParallel Data Platform uses NVMe-oF and RDMA 

to deliver the lowest possible latency. Capable of latency as low as 

25µs, measured at the host, Pavilion provides the performance of 

internal storage, with all the benefits of a fabric attached solution.

Pavilion always measures latency at the host, which means network 

latency is included. Other vendors typically only measure latency 

within their system. Pavilion isn’t just faster, Pavilion is faster over a 

longer distance. 

AI models train faster, using more data, giving you 

better results.



Unprecedented Write Performance

The Pavilion HyperParallel Data Platform uses an innovative, 

cacheless design. Legacy storage arrays use DRAM and SCM  

for cache to inflate read performance, but are unable to  

perform fast writes. 

Pavilion delivers faster write performance than most other 

systems can offer for reads. Only Pavilion delivers unrivaled write 

performance for block, file, and object data in a compact footprint. 

You can make better decisions when you ingest all 

your data. Don’t miss that critical piece of information 

because of slow storage.



Unrivaled Throughput and IOPS

The Pavilion HyperParallel Data Platform uses a unique switch-

based design that breaks free from the constraints of legacy 

storage to deliver unprecedented IO performance.  

A single Pavilion system delivers the performance it takes 

other solutions racks of hardware to match. 

Analyze more data in less time for better results and 

replace racks of storage with a single Pavilion system, 

dramatically reducing cost and complexity.



Industry Leading Performance for Block, 
File, and Object

The Pavilion HyperParallel Data Platform is the only solution that delivers high performance for 

block, file, and object data simultaneously. Pavilion is the performance leader for each data type, 

with unrivaled performance density.

Consolidate and simplify your storage while getting the best performance for all your data.

BLOCK PERFORMANCE FILE  PERFORMANCE OBJECT  PERFORMANCE

Read Write Read Write Read Write
120 GB/s 90 GB/s 90 GB/s 56 GB/s 80 GB/s 35 GB/s

20M IOPS 5M IOPS

@ 100 µs @ 25 µs



Linear, Independent Scale Up and Scale Out

Scale Up
With the Pavilion HyperParallel Data Platform 

you can start with as few as four controllers and 

18 drives. Then grow capacity by adding drives 

up to a maximum of 72 per system. Increase 

performance by adding controllers. Each 

controller adds up to 1M read IOPS, with a full 

system capable of 20M IOPS. Performance and 

capacity scales linearly and independently. 

Scale Out
With the Pavilion HyperParallel Data Platform 

you can start with as few as four controllers and 

18 drives. Then grow capacity by adding drives 

up to a maximum of 72 per system. Increase 

performance by adding controllers. Each 

controller adds up to 1M read IOPS, with a full 

system capable of 20M IOPS. Performance and 

capacity scales linearly and independently. 

Seamlessly grow to meet your performance and capacity needs.



The Pavilion HyperParallel Data Platform

As organizations adopt AI they move to a data centric 

model, one where they are increasingly reliant on 

processing massive volumes of data to make decisions 

quickly. In this model, the ability to move and analyze 

data quickly becomes critical. GPU-based systems have 

revolutionized how data can be processed, enabling 

AI based initiatives to achieve more. Critical to these 

initiatives is the data that the AI models are trained 

on. The more data they have access to, the better the 

model. The need for high performance, low latency 

data access has driven the use of direct attached 

NVMe SSDs in GPU-based systems. These solutions 

enable high speed access to the data on the drives, 

but are limited in size, reducing the data sets used and 

diminishing the value of the AI.

Pavilion delivers universally unmatched 

storage with the same or better 

performance than direct attached NVMe 

SSDs and unlimited scale to support 

any size data set. The most performant, 

dense, scalable, and flexible data storage 

platform in the universe, the Pavilion 

HyperParallel Data Platform uniquely 

accelerates AI to train faster and analyze 

more data in less time, delivering results 

that were previously thought impossible.

To learn more visit  
Pavilion.io

https://pavilion.io/
https://pavilion.io/
https://pavilion.io/

