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SOLUTION BRIEF 

Benefits 
• Certified by VMware® and proven with 

NVIDIA® 
• Unmatched performance for GPUs 
• Share, aggregate, and automate GPUs to 

maximize efficiency and Investment 
• Industry-leading performance using 

GPUDirect Storage (file & block), NFS 
RDMA, NVMe-oF, and S3, to eliminate GPU 
I/O bottlenecks, reduce costs, and achieve 
results faster across every AI workload  

Features 
• Industry-leading performance using 

unified and simultaneous block, file, 
and object I/O 

• GPUDirect Storage performance  
• File: 191 GB/s @ 1.75ms R 118 

GB/s @ 5.6ms W 
• Block: 182 GB/s @ 3.87ms R 

149 GB/s @ 4.51ms W 
• Industry-leading non-GPUDirect 

Storage performance 
• Block: 120/90GB/s R/W 
• File: 78/56GB/s R/W 
• Object: 52/28GB/s R/W 

• Unified & simultaneous protocols 
• GPUDirect Storage: File & Block 
• Non-GPUDirect Storage 

• File: NFS RDMA, NFS v3, 
NFS v4, SMB 

• Block: RDMA NVMe-oF with 
NVMe/TCP and NVMe/RoCE, 
and iSCSI 
• Pavilion is the only storage 

vendor with certified 
NVMe/TCP, NVMe/RoCE 
drivers for Windows 
Server and VMware 
vSphere 7 

• Object: S3  
• Supports multiple DGX systems 
• Scales with a global namespace to 

support massive DGX clusters 
• Security & Acceleration for 

Containers & VMs 
• Multi-controller architecture boost vMotion  
• GPUDirect performance for GPUs and vGPUs 

that surpasses the competition 

Using NVMe with Virtualized GPUs 
Achieve superior GPU sharing and aggregation by using Pavilion, 
VMware®, and NVIDIA™ Magnum IO GPUDirect® Storage 

Artificial Intelligence is changing everything about the world. In this new, data-
centric era, AI has redefined how organizations use data to make decisions. As a 
result, every major organization either has AI initiatives or is planning to start one. 

The Pavilion HyperParallel™ Flash Array (HFA) is the only solution that delivers 
industry-leading high performance for block, file, and object data simultaneously, 
all in 4RU. Pavilion is the performance leader for each data type, with unrivaled 
performance density, making it ideal for AI applications. 

The leading AI platform, the NVIDIA DGX A100, provides impressive specs. But 
NVIDIA’s own internal NVMe SSDs do not surpass the industry-leading 
performance Pavilion gives to AI workflows by using NVIDIA’s own GPUDirect 
Storage protocol for block and file data.  

Pavilion’s latest certifications and proof points for VMware® and NVIDIA enables 
greater productivity for global workforces and provides industry-leading 
performance to AI operations to speed training and inference in the data center 
and at the edge while performing comprehensive data analytics and machine 
learning, speeding time-to-results. Michael Kagan, NVIDIA CTO said: 

"High-performance computing requires high-performance I/O."  

Using NVIDIA AI Enterprise software running on VMware vSphere 7, Update 2+, 
customer workloads access NVIDIA's CUDA applications, AI frameworks, pre-
trained models, and software development kits. With Pavilion, the VMware certified 
NVMe-oF and NFS RDMA drivers share, aggregate, and automate GPU utilization 
while managing the entire environment, including GPUs & vGPUs, under Tanzu 
and ESXi using the latest NVIDIA A100 Tensor Core GPUs. 

Shared GPUs for Remote Workforce Optimization 

Here’s an example of GPU resource sharing for a “follow-the-sun” workflow. Each 
user has access to the GPU for rendering at any time, and live migration using 
vMotion assures zero downtime as different users access GPU resources. 
Pavilion’s multi-controller architecture ensures that vMotion does not have to 
move the data, just the VMs.

https://pavilion.io/resources/pavilion-hyperparalell-flash-array-datasheet/
https://pavilion.io/solutions/unmatched-storage-for-vmware/
https://pavilion.io/solutions/nvidia/
https://www.nvidia.com/en-us/on-demand/session/supercomputing2020-sc2000/
https://www.nvidia.com/en-us/data-center/products/ai-enterprise/
https://docs.vmware.com/en/VMware-vSphere/7.0/rn/vsphere-esxi-702-release-notes.html
https://developer.nvidia.com/cuda-toolkit
https://www.vmware.com/resources/compatibility/search.php?deviceCategory=san&details=1&partner=964&isSVA=0&page=1&display_interval=10&sortColumn=Partner&sortOrder=Asc
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SOLUTION BRIEF 

Aggregated GPUs for Heavy AI/ML Workloads 

Here’s an example of aggregating GPUs to a ‘power user’ VM for maximizing resources during off-hours: 

In this example, vMotion migrates the VMs off all GPUs but does not have to move the data because of Pavilion’s multi-controller design. It 
aggregates multiple GPUs to the ‘power user’ VM, so the VM can run heavy workloads, such as complex AI Inference, rendering, or other 
workflows, on a scheduled and orchestrated basis. 

GPUDirect 

Magnum IO GPUDirect Storage, a technology from NVIDIA, is ideally suited for the Pavilion HFA. Enabled by RDMA and RoCE, 
GPUDirect eliminates the CPU from the data path, thereby feeding GPUs faster. On the left in the illustration below, you can see a 
traditional CPU-to-GPU pipeline. On the right is a GPUDirect pipeline. Using GPUDirect Storage, the NVMe I/O does not have to go 
through the CPU to reach the GPU, improving performance.  

Pavilion compared the RDMA-powered GPUDirect Storage protocol to NVM/RoCE and NFS RDMA. Using GPUDirect Storage, Pavilion’s 
performance improved significantly. Two Pavilion HFAs with GPUDirect Storage kept the 8 GPUs 100% busy. File storage had a write 
throughput of 118GB/s @ 5.6ms, a read throughput of 191GB/s @ 1.75ms, and 1.8X lower DGX A100 CPU utilization. Block storage had 
a write throughput of 149GB/s @ 4.51ms, a read throughput of 182GB/s @ 3.87ms, and 11.5X lower DGX A100 CPU utilization. To 
support massive DGX clusters, additional Pavilion HFAs can be used by adding file and object data to Pavilion’s global namespace. 

Blocks & Files said Pavilion’s GPUDirect performance was 10-26% better than DDN, VAST, and WekaIO. Michael Kagan, NVIDIA CTO, 
said that Pavilion’s usage of GPUDirect showed a “Performance improvement for file storage of almost 4X by using GPUDirect Storage.” 

The Pavilion HFA is ideally suited for GPU-centric computing. It has industry leading block, file, and object performance, 20 active/active 
storage controllers, and petabytes of NVMe capacity. The Pavilion HFA gets industry-leading performance with GPUDirect Storage and 
two Pavilion HFAs will keep the GPUs in a DGX A100 busy. It will do this in under 1/5 of a rack, now that’s performance density! 

Summary 

Whether you are enhancing a current AI/ML/DL pipeline with more storage capacity or require greater performance to keep valuable GPUs 
fully saturated and utilized to the maximum, Pavilion is ideal. It offers industry-leading block, file, and object throughput per rack unit. This 
revolutionary storage system offers the most performant, dense, scalable, and flexible data platform in the universe. 

With certified NVMe/TCP and NVMe/RDMA drivers for VMware vSphere 7 and Windows and validated GPUDirect Storage results by 
NVIDIA, customers can confidently take advantage of VMware 7 and the NVIDIA AI Enterprise Software Suite to share GPUs/vGPUs for 
optimal resource utilization and accelerate AI/ML workloads.  

About Pavilion 
Pavilion provides the data analytics acceleration platform that enables organizations to derive greater value from their data—faster, simpler, and at scale. We are the 
perfect complement for AI/ML, HPC, analytics, edge, and other data-driven workloads and the ideal data I/O platform for GPU-based computing platforms. The 
Pavilion HyperParallel Flash Array, powered by Pavilion HyperOS, delivers unmatched performance and density, ultra-low latency, and unlimited scalability and 
flexibility, providing customers unprecedented choice and control. Learn why Fortune 500 companies and federal government agencies choose Pavilion. Visit 
www.pavilion.io, and follow Pavilion on LinkedIn, Twitter, and Facebook. 

https://blocksandfiles.com/2021/01/26/pavilion-data-gpudirect-performance/
https://www.nvidia.com/en-us/on-demand/session/supercomputing2020-sc2000/
https://pavilion.io/blog/normalizing-data-storage-performance-reporting-across-vendors-for-customer-clarity/
http://www.pavilion.io/
https://www.linkedin.com/company/pavilion-hyperparallel-flash-array/
https://twitter.com/paviliondata
https://www.facebook.com/PavilionData



